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Biological networks: function and design (1/3)

“The idea that the brain functions so as to minimize certain costs
pervades theoretical neuroscience.”

S. C. Surace, J.-P. Pfister, W. Gerstner, and J. Brea. On the choice of metric in gradient-based theories of brain
function. PLOS Computational Biology , 16(4):e1007640, 2020.

Energy landscape for associative memory
in Hopfield models

S. Betteti, G. Baggio, F. Bullo, and S. Zampieri. Input-driven dynamics
for robust memory retrieval in Hopfield networks. Science Advances,
11(17), 2025a.

www.nature.com/scientificreports/
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regional activation rate, where each region is taken as an i.i.d Bernoulli variable with the probability given by the 
“regional activation rate” to be active. Our results indicate that the structural connectivity between brain regions, 
and the assumption of energy minimization, together predict that regions that belong to the same cognitive sys-
tem will tend to be co-active with one another during diverse cognitive functions. Indeed, these predictions are 
consistent with previous studies of functional neuroimaging data demonstrating that groups of co-active regions 
tended to align well with known cognitive systems45,46.

Activation Rates of Cognitive Systems. Given the alignment of activation patterns with cognitive sys-
tems, we next asked whether certain cognitive systems were activated more frequently than others. To address 
this question, we studied the activation rate of each cognitive system, which measures how frequently the regions 
in the cognitive system participated in the set of states identified as local minima. Mathematically, the activation 
rate of a cognitive system is equal to the average activation rate of all nodes in the cognitive system. Intuitively, if 
the activation rate is high, the system is more likely to be active in diverse brain states. We observed that systems 
indeed showed significantly different activation rates (Fig. 2D). Sensorimotor systems (auditory, visual, soma-
tosensory) tended to display the lowest activation rates, followed by higher order cognitive systems (salience, 
attention, fronto-parietal, and cingulo-opercular), and subcortical structures. The system with the largest activate 
rate was the default mode system, suggesting that activation of this system is particularly explicable from struc-
tural connectivity and the assumption of energy minimization. The unique role of the default mode system is 
consistent with predictions from network control theory that highlight the optimal placement of default mode 
regions within the network to maximize potential to move the brain into many easily reachable states with min-
imal energetic costs32.

It is important to determine whether this activation rate is driven by simple properties of the structural con-
nectivity matrix that do not depend on assumptions of energy minimization. To address this question, we next 
assessed the relationship between a simple summary statistic of the structural connectivity matrix – the strength, 
or weighted degree, of a brain region – and the predicted activation rate drawn from the maximum entropy 
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Figure 1. Conceptual Schematic. (A) A weighted structural brain network represents the number of white 
matter streamlines connecting brain regions. (B) While neurophysiological dynamics create rich time series of 
continuously-valued activity magnitudes, we study a simplified model in which each brain region is a binary 
object, being either active or inactive. (C) A schematic to provide an intuition regarding the nature of an energy 
landscape for the more general case of continuously-valued brain states. In our particular study, we simplify this 
picture by using a maximum entropy model to infer the landscape of predicted (binary) activity patterns –  
vectors indicating the regions that are active and the regions that are not active – as well as the energy of each 
pattern (or state). We use this mathematical framework to identify and study local minima in the energy 
landscape: states predicted to form the foundational repertoire of brain function.

Energy of neurophysiological activity
S. Gu, M. Cieslak, B. Baird, S. F. Muldoon, S. T. Grafton,
F. Pasqualetti, and D. S. Bassett. The energy landscape of neu-
rophysiological activity implicit in brain network structure. Scientific
Reports, 8(1), 2018.
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Biological networks: function and design (2/3)

“The idea that the brain actively
constructs explanations for its sensory
inputs is now generally accepted.”

A. M. Bastos, W. M. Usrey, R. A. Adams, G. R. Mangun, P. Fries, and K. J.
Friston. Canonical microcircuits for predictive coding. Neuron, 76(4):695–711,
2012.

Predictive coding : hierarchical generative cortex model

R. P. N. Rao and D. H. Ballard. Predictive coding in the visual cortex: A functional
interpretation of some extra-classical receptive-field effects. Nature Neuroscience, 2
(1):79–87, 1999.

L. F. Barrett and E. K. Miller. Categorization is ‘baked’ into the brain. Nature Reviews
Neuroscience, 27(6):435–456, 2026.

Nature Reviews Neuroscience | Volume 27 | June 2026 | 435–456 441

Perspective

category of lower dimensionality (for example, ‘red’ is a feature of 
FLOWER), with features becoming relatively more abstract as signals 
flow towards the limbic edge. When viewed from this perspective, cat-
egorization is not about assigning instances to equivalence groupings. 
It goes beyond what is given (sensory signals) to create equivalences 
that exist in relation to the brain doing the signal processing. As a 
consequence, a brain is an information-gaining system that creates 
meaning. Once categorized, a high-dimensional signal ensemble and 
its causal impacts are explained82.

Effective categorization involves choosing the optimal dimen-
sionality for features of equivalence, tailoring them to immediate task 
demands (for example, refs. 15,20,39,83). A brain that relies primarily 
on abstract features of equivalence risks overgeneralization, context 
insensitivity and poor episodic memory (as occurs in major depressive 
disorder). Generalization becomes more difficult when relying on 
higher-dimensionality sensory features of equivalence to the exclu-
sion of lower-dimensional, multimodal abstractions and results in 
insufficiently flexible and overly situation-specific actions (as occurs 
in some variants of autism spectrum disorder).

The traditional view of categorization
In the traditional view, depicted in Fig. 2, categorization begins with 
the bottom-up decoding of objects and scenes in the world, starting 
with feature detection. This traditional decoding account is assumed 
to be the process by which newly encountered objects, people and 
events are detected in the world and are assigned to existing catego-
ries, or by which newly acquired categories come to be represented 
by forming stable mental structures called concepts (for example, 
refs. 84–86). For example, while out for a walk, say you encounter a 
small furry black animal that purrs, with whiskers and pointy little 
ears. It is assumed that your brain registers low-level features of the 
animal, the street you are walking on and so on, detecting lines, edges 
and other features of high dimensionality within the receptive fields 
of primary visual cortex, muscle contractions and cutaneous tactile 
features in the receptive fields of somatosensory cortex, vibrations 
that become tones in the receptive fields of primary auditory cortex, 
odorants in primary olfactory cortex and so on. Feedforward sensory 
signals are thought to successively activate neurons as they move along 
the cytoarchitectural hierarchy of the cerebral cortex, successively 
binding features together until those signals, as compressed summa-
ries, reach the territory of semantic memory. At this point, the signal 
patterns are supposedly evaluated and categorized, eventually result-
ing in an appropriate action plan, such as to reach down and pet the 
cat or swerve to avoid it. (Traditional accounts of categorization rarely, 
if ever, consider the visceromotor actions and other dynamics of the 
body’s internal milieu that are required to support the skeletomotor 
movements involved.)

In this conventional description, categorization is almost exclu-
sively entailed by signal compression. A high-dimensional signal array 
is simplified into a more manageable, lower-dimensional summary 
that can be categorized by matching it to a category prototype or 
prior instance (an exemplar) that is retrieved from semantic memory. 
So, as you encounter the cat, your brain ‘decodes’ the meaning of 
all the sensory signals and somehow binds them into a compressed 
summary. Only then does your brain retrieve a representation of the 
category CAT to categorize the compressed summary. The prototype, 
for example, is said to be a single instance that summarizes a graded 
distribution of similarity or family resemblance for all cats across time 
and space87. Every individual cat that has ever existed or will exist in 

the world shares a family resemblance because of their family resem-
blance with this prototype. Most laboratory studies of categories, in 
which objects are presented as stimuli to be categorized, are designed 
with the assumption that categories are pre-existing in the world 
and therefore stable across place and time88. Even exemplar-based 
theories of categorization, which allow for more context sensitivity 
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Fig. 2 | The traditional view of categorization. In the conventional feedforward 
conception, categorization is almost exclusively signal compression. A high-
dimensional signal array of features in objects and scenes is decoded and 
simplified into a more manageable, lower-dimensional summary. The summary 
is categorized by matching it to a category prototype or exemplar that is retrieved 
from semantic memory. In this example (read from the bottom up), you detect 
lines, edges and other features of high dimensionality within the receptive fields 
of primary visual cortex, muscle contractions and cutaneous tactile features in 
the receptive fields of somatosensory cortex, vibrations that become tones in the 
receptive fields of primary auditory cortex, odorants in primary olfactory cortex 
and so on. Feedforward sensory signals successively activate neurons as they move 
along the cytoarchitectural hierarchy of the cerebral cortex, successively binding 
features together to create limbs, paws, a nose, whiskers and so on, until the 
brain has constructed a compressed representation of a cat. This representation 
is categorized by comparing it to the prototype or prior exemplar of a cat that 
is retrieved from semantic memory, resulting in an appropriate action plan to 
reach down and pet the cat. Traditional accounts of categorization rarely, if ever, 
consider the visceromotor actions and other dynamics of the body’s internal 
milieu that are required to support the skeletomotor movements involved.
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Recurrent neural networks: function and design (3/3)

Firing-rate network with stimulus u:

ẋ = FFR(x) := −x+ σ(Wx+Bu)

where σ is activation function, W is synaptic matrix , and Bu is stimulus

1 What functionality does FFR implement?

2 What energy does FFR minimize?

3 Can such circuits actively construct explanations of sensory input?

4 Is there an optimization-based top-down framework that derives neural circuits
from a mathematical objective?
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Main equivalence: Circuit design from objectives 1/3

regularized energy Eregularized = nominal energy E + regularizer R

activation function σ, synaptic matrix W , and input matrix B

firing-rate networks are proximal gradient descent of a regularized energy

V. Centorrino, A. Gokhale, A. Davydov, G. Russo, and F. Bullo. Positive competitive networks for sparse reconstruction. Neural Computation,
36(6):1163–1197, 2024.
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proximal operator for the regularizer R

proxR(x) := argmin
z∈Rn

{
R(z) +

1

2
∥x− z∥22

}
· simple regularized problem
· the quadratic term keeps optimal point close to input x
· the proximal operator turns x into a “R-better” point
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Main equivalence: Regularized optimization and proximal gradient 2/3

min
x

E(x, u)︸ ︷︷ ︸
nominal

+ R(x)︸ ︷︷ ︸
regularizer

proximal gradient descent:

ẋ = −x + proxR
(
x−∇xE(x, u)

)
=: FProxG(x, u)

energy system, determined by the energies E and R
(just like gradient descent ẋ = −∇xE is determined by the energy E)

A. Gokhale, A. Davydov, and F. Bullo. Proximal gradient dynamics: Monotonicity, exponential convergence, and applications. IEEE Control
Systems Letters, 8:2853–2858, 2024.
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Main equivalence: proximal gradient descent = recurrent network 3/3

ẋ = FFR(x, u) := −x + σ (Wx+Bu)

ẋ = FProxG(x, u) := −x + proxR
(
x−∇xE(x, u)

)

1 σ(x) = proxR(x)
2 E is quadratic in (x, u)

FProxG = FFR
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Main example: Bayesian inference with Gaussian noise

Linear-Gaussian generative model

y = Φx + noise

· latent variable x with prior exp(−R)
· sensory input y
· dictionary matrix Φ
· noise is Gaussian with precision matrix Π

Bayesian inference. Compute the maximum a-posteriori estimate of x given y:

argmax
x

p(x | y) = argmin
x

{
− log p(y |x)− log p(x)

}
= argmin

x

{
1
2∥y − Φx∥2Π + R(x)

}
=: argmin

x
EMAP(x)
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Main example: Predictive coding network = proximal gradient descent

Proximal gradient descent of EMAP(x) = 1
2∥y − Φx∥2Π +R(x)

ẋ = −x + proxR
(
Wx + Φ⊤Π y

)

activation function proxR := non-linearity determined by the prior R

synaptic matrix W := In − Φ⊤ΠΦ

input matrix Φ⊤Π

V. Centorrino, A. Gokhale, A. Davydov, G. Russo, and F. Bullo. Positive competitive networks for sparse reconstruction. Neural Computation,
36(6):1163–1197, 2024.
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Main example: Bayesian inference with generalized measurement models

· prior on latent variable x + exponential-family likelihood on measurement y

x ∼ e−R(x), p(y |x) = h(y) exp
(
y⊤Φx − A(Φx)

)
· dictionary matrix Φ and log-cumulant function A
· prediction g(Φx), where prediction function (canonical response) g = ∇A

Bayesian inference. Compute the maximum a-posteriori estimate of x given y:

argmax
x

p(x | y) = argmin
x

{
− log p(y |x)− log p(x)

}
= argmin

x

{
A(Φx)− y⊤Φx︸ ︷︷ ︸

generalized cross-entropy

+ R(x)
}

=: argmin
x

EMAP(x)
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Main example: Predictive coding network = proximal gradient descent

Proximal gradient descent of EMAP(x) =
(
A(Φx)− y⊤Φx

)
+R(x)

ẋ = −x + proxR
(
x + Φ⊤ϵ

)
,

ϵ = y − g(Φx) (prediction error)

which generalizes the linear-Gaussian case

ẋ = −x+ proxR
(
Wx+Φ⊤Π y

)
, W = In − Φ⊤ΠΦ

Two independent nonlinear knobs:

activation proxR := nonlinearity set by the prior R

prediction g(Φx) := dictionary matrix and nonlinearity set by the likelihood
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Catalog #1: prior R and corresponding activation function

each activation σ is⋆ proximal operator of some regularizer R
different σ used in different cortical areas ≡ different Bayesian priors learned by brain

Prior / regularizer R(x) Activation proxR(v) Biological interpretation

Gaussian: λ
2 ∥x∥22 v/(1 + λ) linear network

Laplacian: λ ∥x∥1 sign(v)max(0, |v| − λ) sparse coding

non-negativity : ι{x≥0}(x) relu(v) nonneg. f–I

box : ι[0,1](x) sat[0,1](v) bounded nonneg. f–I

entropic barrier : softmax(v) divisive normalization
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Catalog #2: likelihood function and corresponding prediction

each prediction g(Φx) is the mean of an exponential-family likelihood
different g used in different cortical areas ≡ different likelihood function learned by brain

Likelihood Prediction g(Φx) Biological interpretation

Gaussian Φx graded continuous signals

Bernoulli σ(Φx) binary detection (present/absent)

Categorical softmax(Φx) categorical identity (objects)

Poisson eΦx spike counts (Linear-Nonlinear-Poisson coding)

Catalog #1: the activation / constraint = the prior on latent x

Catalog #2: the data / noise model = the noise in measurement y

complementary, not redundant: #1 = “what prior”, #2 = “what’s the measurement”
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Case study #1: Sparse signal reconstruction

Epositive-lasso(x) := 1
2∥u− Φx∥22 + λ∥x∥1 + ιR≥0

(x)

where Φ overcomplete dictionary matrix , with ∥Φi∥ = 1 and Φ⊤
i Φj = similarity between (i, j)

resulting proximal gradient dynamics = positive competitive network:

ẋ = −x+ relu
(
(In − Φ⊤Φ)x+Φ⊤u− λ1n

)

C. J. Rozell, D. H. Johnson, R. G. Baraniuk, and B. A. Olshausen. Sparse coding via thresholding and local competition in neural circuits.
Neural Computation, 20(10):2526–2563, 2008.
V. Centorrino, A. Gokhale, A. Davydov, G. Russo, and F. Bullo. Positive competitive networks for sparse reconstruction. Neural Computation,
36(6):1163–1197, 2024.
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Case study #2: Policy composition via free energy

min
u policy probabilities

{
surprise(x, u)︸ ︷︷ ︸

prior belief vs actual outcomes

− T entropy(u)︸ ︷︷ ︸
uncertainty

}
(free energy)

resulting proximal gradient dynamics = softmax gradient descent:

u̇ = −u+ softmax
(
−T−1∇usurprise(x, u)

)

F. Rossi, V. Centorrino, F. Bullo, and G. Russo. Neural policy composition from free energy minimization. Technical Report, 2025. .
arXiv:2512.04745
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From centralized MAP to hierarchical PC: variable splitting

Sensory input is generated by a deep hierarchy of linear-Gaussian models:

y ≈ Φ(1)Φ(2) · · ·Φ(L) x

Centralized MAP energy: EMAP(x) = 1
2

∥∥y − Φ(1) · · ·Φ(L)x
∥∥2
Π(ℓ) + R

(
x
)

1 latent variables x(ℓ) at each level (except x(0) = y measurement)

2 x(ℓ−1) ≈ Φ(ℓ)x(ℓ)

3 per-level priors R(ℓ)

Hierarchical MAP energy:

EH-MAP(x
(1:L)) =

L∑
ℓ=1

1
2

∥∥x(ℓ−1) − Φ(ℓ)x(ℓ)
∥∥2
Π(ℓ) +

L∑
ℓ=1

R(ℓ)
(
x(ℓ)

)
R. P. N. Rao and D. H. Ballard. Predictive coding in the visual cortex: A functional interpretation of some extra-classical receptive-field effects.
Nature Neuroscience, 2(1):79–87, 1999.
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Hierarchical proximal gradient descent

Prediction estimator at each level ℓ = 1, . . . , L:

ẋ(ℓ) = −x(ℓ) + proxR(ℓ)

(
x(ℓ) −∇x(ℓ)EH-MAP

)
where

∇x(ℓ)EH-MAP = ϵ(ℓ+1)︸ ︷︷ ︸
top-down

− Φ(ℓ)⊤ϵ(ℓ)︸ ︷︷ ︸
bottom-up

error ϵ(ℓ) = x(ℓ−1) − Φ(ℓ)x(ℓ)

centralized prox-gradient
= hierarchy of local prox-gradient steps

each level in closed-loop with neighbors

each level features: proxR(ℓ) , τ (ℓ), and Π(ℓ)

Input y ≡ x(0)

PE level 1

(sparsity)
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(entropic)
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Predictor estimator at level ℓ

τ (ℓ)ẋ(ℓ) = −x(ℓ) +

proxR(ℓ)

(
x(ℓ) + u(ℓ)

)
Φ(ℓ)⊤

Π(ℓ+1)

Φ(ℓ)

Π(ℓ)ϵ(ℓ)

+

u(ℓ) x(ℓ)

+

Φ(ℓ)x(ℓ)

Φ(ℓ+1)x(ℓ+1)

−
ϵ(ℓ+1)

Π(ℓ+1)ϵ(ℓ+1)

−

from PE-(ℓ−1)

to PE-(ℓ+1) from PE-(ℓ+1)

to PE-(ℓ−1)

bottom-up precision-weighted error enters + port via Φ(ℓ)⊤

top-down expectation discrepancy enters − port via Π(ℓ+1)
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Probabilistic graphical model: an MRF, not a directed chain

Proposed model is not directed chain but undirected MRF.

Per-level priors e−R(ℓ)

would over-specify it.

The consistent reading is an undirected chain MRF,
p(y, x(1:L)) = 1

Z
e−EH-MAP , with

EH-MAP =
∑
ℓ

1
2
∥x(ℓ−1)−Φ(ℓ)x(ℓ)∥2Π(ℓ)︸ ︷︷ ︸
edge (pairwise) pot.

+
∑
ℓ

R(ℓ)(x(ℓ))︸ ︷︷ ︸
node potential

Markov property: x(ℓ) ⊥ rest | x(ℓ−1), x(ℓ+1).

Locality of u(ℓ) = conditional independence

Directed chain X over-specifies

x(L) · · · x(1) y

e−R(ℓ)
e−R(ℓ)

Undirected MRF / factor graph ✓ consistent

x(L) · · · x(1) y

R(1)R(ℓ)R(L)

■ edge / pairwise potential ■ node potential ⇒ prox
R(ℓ) at every level

Directed chain = special case R(ℓ)=0 (ℓ<L),
R(L)=− log p(x(L)).
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Example: hierarchical classification circuit

Unified normative framework based on proximal gradient:
from continuous feature extraction to discrete classification

prior computational motif

level 1: sensory Laplace soft-thresholding, sparse V1 features
level 2: intermediate non-negativity relu, non-negative shapes⋆

level 3: apex entropy softmax, categorical decision

Numerical validation

sklearn digits dataset (1797 grayscale 8× 8 images of handwritten digits, 10 classes, pixel
values normalised to [0, 1]; 80/20 train/test split).

combined with proximal Hebbian learning
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W(1) 64 × 256: sensory dictionary

(a) Sensory dictionary W (1) as 8 × 8
patches.

W(1)W(2) 64 × 64: level-2 features in pixel space

(b) Level-2 features W (1)W (2) shown
in pixel space.

class 0 class 1 class 2 class 3 class 4

class 5 class 6 class 7 class 8 class 9

W(1)W(2)W(3) 64 × 10: class templates in pixel space

(c) Class templates W (1)W (2)W (3) in
pixel space, one per class k = 0, . . . , 9.
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What is known 7−→ What is new

Prior art

PC as hierarchical Bayesian inference
Rao & Ballard, 1999; Lee & Mumford, 2003; Friston, 2008

Sparse coding & LCA
Olshausen & Field, 1996; Rozell et al., 2008

Divisive normalization; canonical microcircuits
Carandini & Heeger, 2012; Bastos et al., 2012

“Prior → prox” activation dictionary in optimization
Combettes & Pesquet, 2011

Per-level priors; mixed continuous/discrete models
Lee & Mumford, 2003; Friston et al., 2017

Biological nonnegative matrix factorization
Lee & Seung 2000, Spratling 2009, Pehlevan & Chklovskii 2014

Our contributions
1 Prox gradient descent as a normative dynamical

framework for flat/hierarchical cortical circuits
Centorrino et al., 2023; Gokhale et al. 2024; Bullo 2026

2 Positive competitive nets for sparse reconstruction
Centorrino et al., 2023

3 Entropy-softmax prior for policy composition and
prediction at the categorical end
Rossi et al., 2025

4 Decreasing energy, convergence, contractivity
Davydov et al., 2023; Gokhale et al., 2024

5 Asymmetric networks and Ek-I motifs
Betteti et al., 2026 (in progress, arxiv)
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Future research: Oscillatory predictive coding

In cortex, the two message streams of predictive coding
appear multiplexed across distinct frequency bands:

bottom-up errors ϵ(ℓ) ride fast feedforward γ
rhythms (> 30 Hz)

top-down predictions Φ(ℓ)x(ℓ) ride slow feedback
α/β rhythms (∼8–30 Hz)

feedforward γ (errors) and feedback α/β (predictions)
form an oscillatory predictive code

higher area

lower area / sensory

errors

γ fast

feedforward

predictions

α/β slow

feedback

compelling phenomenology, missing normative “why”

A. M. Bastos, W. M. Usrey, R. A. Adams, G. R. Mangun, P. Fries, and K. J. Friston. Canonical microcircuits for predictive coding. Neuron, 76
(4):695–711, 2012.
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